
G.7712(Architecture and specification of data communication network)

6.2
ASTN Application 

ASTN requires a communications network, which is referred to as the Signaling Communications Network (SCN) to transport signaling messages between ASTN components (e.g., CC components). 

Figure 6-8 illustrates an example relationship of the SCN and the ASTN. The interfaces between the various elements and the SCN as illustrated in Figure 6-8 are logical and can be supported over a single physical SCN interface or multiple SCN interfaces.

Figure 6-9 illustrates an example of a physical implementation of a SCN supporting distributed signalling communications.  Depending on the choice of implementation of the SCN, the physical elements may support any combination of ECC interfaces, LAN interfaces, and WAN interfaces. Figure 6-9 also illustrates the types of control plane functional blocks that can be supported in various physical elements.  Refer to Recommendations G.807 and G.8080 for detailed specifications regarding these control functional blocks.  A Data Communications Function (DCF) is part of each physical element and provides data communication functionality.
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figure 6-8

Example Relationship of ASTN Interfaces to SCN
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figure 6-9

Example of Physical Implementation of SCN Supporting ASTN

6.2.1
Topology of SCN

Figure 6-10 illustrates example topologies such as linear, ring, mesh, and star utilizing ECCs and/or Local Communication Networks (LCN) (e.g., Ethernet LAN) as the physical links interconnecting the Network Elements. Figure 6-11 illustrates how an ASTN Signalling Network could be supported on each topology.  Common to each topology is that alternate diverse paths exist between the communicating entities (i.e., the ASTN capable NEs).  Note that to support alternate diverse paths between communicating ASTN NEs under a linear topology, an external WAN link could be provided between the edge ASTN NEs.
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Figure 6-10

Example Topologies
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figure 6-11

Supporting an ASTN Signalling Network on Various Topologies

Figure 6-12 illustrates how the ASTN Signalling Network could consist of three different portions; the customer-network portion, the intra-administrative domain portion, and the inter-administrative domain portion. This example shows a mesh topology utilizing ECCs, Local Communication Networks (e.g., Ethernet LAN), and Leased Lines (e.g., DS1/E1, VC-3/4) as the physical links interconnecting the ASTN NEs.  The topology of the intra-administrative domain portion allows I-NNI signalling to have alternate diverse paths between two communicating ASTN NEs. The topology of the inter-administrative domain portion depends on agreements between Administrative Domains A and B. This example illustrates dual access points between the Administrative Domains. The topology of the Customer – Network portion depends on agreements between the customer and service provider. This example illustrates a single access point between the customer and the network.
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figure 6-12

Example SCN

6.2.2
Reliability of SCN

Figure 6-13 illustrates ASTN control messages being transported over a SCN. The figure illustrates the following logical interfaces:

UNI – User - Network Interface.

NNI – Network - Network Interface.

CCI – Connection Controller Interface.
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Figure 6-13

ASTN Interfaces Supported on SCN

In this example, the UNI, NNI, and CCI logical interfaces are carried via the SCN network. The SCN may consist of various subnetworks, where logical links in some subnetworks may share common physical routes with the transport network but such is not required or excluded.

It is possible for the SCN to experience an independent failure from the transport network. Such a scenario is illustrated in Figure 6-14 and Figure 6-15. In this example, which focuses on ASTN messages transported over the SCN, an independent failure to the SCN would affect new connection set-up and connection tear-down requests.
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Figure 6-14

SCN Failure Impacting Signalling Interface
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Figure 6-15

SCN Failure Impacting CCI Interface

As indicated above, it is also possible for some logical links within the SCN to share common physical routes with the transport network. In this case, it is possible for the SCN to experience a failure that is not independent from the transport network (i.e., failure interrupts both SCN traffic as well as transport traffic), as shown in Figure 6-16. In this example, which focuses on ASTN messages transported over the SCN, such a failure may impact restoration when ASTN is used to provide restoration of existing connections. It is therefore critical for the SCN to provide resiliency when transporting restoration messages.
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Figure 6-16

SCN Failure Impacting Both Signalling and Data Interfaces

If the ASTN application is only used to provide connection-setup and teardown, a connection-less SCN may be sufficient. However, if the ASTN application is also used to provide restoration, a connection-oriented SCN may be required.  A connection-oriented SCN would require specification of additional functions to support connection-oriented network services.

The SCN reliability requirements are as follows:

The SCN shall support various levels of restoration depending on the reliability requirements of the communicating components for which it provides transport (i.e., restoration can be supported between those communicating components requiring highly reliable communications without requiring restoration to be supported among all communicating components).

One way of achieving reliable SCN is through use of Packet 1+1 protection for connection-oriented protocol such as MPLS as described in Section 6.2.4.

The SCN may provide transport for restoration messages. In such a case the SCN shall provide restoration speeds, which allow proper operation of the connections for which the restoration messages control.
6.2.4
SCN Data Communication Functions

The DCF within the ASTN entities shall support End System (ES) (in OSI terms) or Host (in IP terms) functionality.

· When the DCF within the ASTN entities support ECC interfaces, the following functions are required to be supported:

· ECC Access Function (as specified in Section 7.1.1)

· ECC Data-Link Termination Function (as specified in Section 7.1.2)

· [Network Layer PDU into ECC Data-Link Layer] Encapsulation Function (as specified in Section 7.1.3)

· When the DCF within the ASTN entities support Ethernet LAN interfaces, the following functions are required to be supported:

· Ethernet LAN Physical Layer Termination Function (as specified in Section 7.1.4)

· [Network Layer PDU into Ethernet Frame] Encapsulation Function (as specified in Section 7.1.5)

The DCF within the ASTN entities may operate as an Intermediate System (IS) (in OSI terms) or as a Router (in IP terms). The DCF within ASTN entities that operate as IS/Routers must be capable of routing within their Level 1 area and therefore must provide the functionality of a Level 1 IS/Router. Additionally, the DCF within an ASTN entity may be provisioned as a Level 2 IS/Router, which provides the capability of routing from one area to another. The functionality of a Level 2 IS/Router is not needed in the DCF of all ASTN entities.

· When the DCF within the ASTN entities operate as an IS/Router, the following functions are required to be supported:

· Network Layer PDU Forwarding Function (as specified in Section 7.1.6)

· Network Layer Routing Function (as specified in Section 7.1.10)

The DCF within a ASTN entity that supports IP may be connected directly to a DCF in a neighbouring ASTN entity that supports only OSI.

· When the DCF within an ASTN entity that supports IP is connected directly to a DCF in a neighbouring TMN entity that supports only OSI, the following function is required to be supported in the DCF supporting IP:

· Network Layer PDU Interworking Function (as specified in Section 7.1.7)

The DCF within a ASTN entity may have to forward a Network Layer PDU across a network that does not support the same Network Layer type.

· When the DCF within a ASTN entity must forward a Network Layer PDU across a network that does not support the same Network Layer type, the following functions are required to be supported:

· Network Layer PDU Encapsulation Function (as specified in Section 7.1.8)

· Network Layer PDU Tunneling Function (as specified in Section 7.1.9)

The DCF within a ASTN entity that supports IP using OSPF routing may be connected directly to a DCF in a neighbouring ASTN entity that supports IP using IntISIS.

· When the DCF within an ASTN entity that supports IP using OSPF routing is connected directly to a DCF in a neighbouring ASTN entity that supports IP using IntISIS, the following function is required to be supported in the DCF supporting OSPF:

· IP Routing Interworking Function (as specified in Section 7.1.11)

The DCF within the ASTN entities may operate as an Label Edge Router (LER).

When the DCF within the ASTN entities operate as an LER, the following functions are required to be supported:

· If the DCF supports ECC interfaces, the [MPLS PDU into ECC Data-Link Layer] Encapsulation Function as specified in Section 7.1. 13.

· If the DCF supports LAN interfaces, the [MPLS PDU into Ethernet Frame] Encapsulation Function as specified in Section 7.1. 14.

· MPLS LSP Signaling Function as specified in Section 7.1.15.

· MPLS LSP Forwarding Function as specified in Section 7.1.16.

· MPLS LSP Path Computation Function as specified in Section 7.1.17.

· [Network Layer PDU into MPLS] Encapsulation Function as specified in Section 7.1.18.

The DCF within the ASTN entities may operate as an Label Switch Router (LSR).

When the DCF within the ASTN entities operate as an LSR, the following functions are required to be supported:

· If the DCF supports ECC interfaces, the [MPLS PDU into ECC Data-Link Layer] Encapsulation Function as specified in Section 7.1.13.

· If the DCF supports LAN interfaces, the [MPLS PDU into Ethernet Frame] Encapsulation Function as specified in Section 7.1.14.

· MPLS LSP Signaling Function as specified in Section 7.1.15.

· MPLS LSP Forwarding Function as specified in Section 7.1.16.

The DCF within the ASTN entities may provide packet 1+1 protection capability.

The minimum requirements to provide packet 1+1 protection service are as follows:

· There is no additional capability required on the interior nodes of the network

· The network should support the establishment of diversely routed connections

· Ingress Node:

· Must be able to associate the two connections that are used to provide packet level 1+1 protection between two end nodes

· Must support the carrying of an identifier in the packet which will be used to identify duplicate copies of a packet at the egress node

· Must be able to dual-feed each packet on these two mated connections

· Egress Node:

· Must be able to associate the two connections that are used to provide packet level 1+1 protection between two end nodes

· Must be able to identify the duplicate copies of a dual-fed packet using the identifier

· Must be able to select and forward one and only one copy of a packet

The mechanism to associate the two diverse connections as well as the format and location of the sequence identifier shall be as described in 7.1.19.

7.1.19 MPLS Packet 1+1 Protection Function

7.1.19.1 Associating Two LSPs

The ingress and egress nodes shall identify and associate the two LSPs providing packet 1+1 service. This association between two LSPs can be established either using network management interface or signalling.

For the case of signalling, an identifier shall be transferred across each of the diverse LSPs. The identifier shall be identical on each of the diverse LSPs and shall be unique amongst LSPs initiated by the ingress node and amongst LSPs terminated by the egress node.

The specific mechanism for assigning the identifier as well as how the identifier is transported within the signalling protocol is for further study. The mechanism will be similar to the one required for associating LSPs for other MPLS-based protection mechanisms such as 1+1 or 1:1.

In order to meet the requirement that there are no signalling extensions required at the intermediate nodes, the Identifier and the LSP Service Type (i.e., packet 1+1) shall be carried within opaque objects.

7.1.19.2 Sequence Identifier Format

The sequence number shall be used as the identifier for packet 1+1 protection. Each copy of the dual-fed packet is assigned the same unique sequence number by the ingress node. The sequence number of the next packet is generated by adding one to the current sequence number.

The egress node uses the sequence number to make sure that only the first received copy of the packet is selected whereas the second received copy get discarded. The egress node strips off the sequence number from the packet right after its selection and before passing to the upper layer of the stack. Note that packet 1+1 recovery scheme is independent of the applications/protocols supported above MPLS.

The sequence number shall be carried in every packet as the first four bytes inside the shim header of each of the LSP providing packet 1+1 protection.  The initial sequence number that is assigned to the first packet by the ingress node shall be agreed between the ingress and egress nodes. The default value of the initial sequence number is zero.

The sequence number is located after the 4-bytes MPLS encapsulation header as illustrated in Figure 7-6. Note that packet 1+1 can be provided at any level of hierarchy of a nested LSP.
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Figure 7-6
G.8080(Architecture for the automatically switched optical network)

5
Overview

The purpose of the Automatic Switched Optical Network control plane is to:

· Facilitate fast and efficient configuration of connections within a transport layer network to support both switched and soft permanent connections

· Re-configure or modify connections that support calls that have previously been set up

· Perform a restoration function 

A well-designed control plane architecture should give service providers control of their network, while providing fast and reliable call setup. The control plane itself should be reliable, scalable, and efficient.  It should be sufficiently generic to support different technologies, differing business needs and different distribution of functions by vendors (i.e., different packaging of the control plane components). 

The ASON control plane is composed of different components that provide specific functions including that of route determination and signalling. The control plane components are described in terms that place no restrictions regarding how these functions are combined and packaged. Interactions among these components, and the information flow required for communication between components, are achieved via interfaces.

This Recommendation deals with the control plane architectural components and the interaction between the control plane, management plane and transport plane. The management and transport planes are specified in other s and are outside the scope of this Recommendation.

Figure 1 provides a high level view of the interactions of the control, management and transport planes for the support of switched connections of a layer network.  Also included on this figure is the DCN, which provides the communication paths to carry signalling and management information. The details of the DCN, management plane and the transport plane are outside the scope of this Recommendation. Functions pertaining to the control plane are described in this Recommendation.

The control plane supports connection setup/tear-down as a result of a user request (switched connection) and a management request (soft permanent connection). In addition a control plane may have to support re-establishing a failed connection (e.g., restoration).  Connection state information (e.g., fault and signal quality) is detected by the transport plane and provided to the control plane.

The control plane carries (distributes) link status (e.g., adjacency, available capacity and failure) information to support connection setup/tear-down and restoration.

Detailed fault management information or performance monitoring information is transported within the transport plane (via the overhead/OAM) and via the management plane (including the DCN). 

The control plane will be subdivided into domains that match the administrative domains of the network. The transport plane is also partitioned to match the administrative domains. Within an administrative domain the control plane may be further subdivided, e.g., by actions from the management plane.  This allows the separation of resources into, for example, domains for geographic regions, that can be further divided into domains that contain different types of equipment.  Within each domain, the control plane may be further sub divided into routing areas for scalability, which may also be further subdivided into sets of control components.  The transport plane resources used by ASON will be partitioned to match the sub divisions created within the control plane.

The interconnection between domains, routing areas and, where required, sets of control components is described in terms of reference points.  The exchange of information across these reference points is described by the multiple abstract interfaces between control components.  The physical interconnection is provided by one or more of these interfaces.  A physical interface is provided by mapping an abstract interface to a protocol. Multiple abstract interfaces may be multiplexed over a single physical interface.  The reference point between an administrative domain and an end user is the UNI. The reference point between domains is the E-NNI. The reference point within a domain between routing areas and, where required, between sets of control components within routing areas is the I-NNI.  These reference points are further described in Section 8.

The control plane may also be subdivided to allow the segregation of resources for example between VPNs.  If the resources are dedicated to independent domains then no reference points are provided between these domains.  The case where a portion of the resources are dynamically shared is for further study.

The interactions between the control plane and the layer networks of the transport plane, and any changes in the interaction between the management plane and the transport plane resulting from the addition of the control plane for the:

· Management of connections 

· Configuration of trail terminations within a layer network

· Configuration of connection monitors

· Client layer to request or release capacity in the server layer

will be described separately. Only the management of connections within a layer network is included within this version of the Recommendation.
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Figure 1/G.8080: Relationship Between Architectural Components

7
Control Plane Architecture

This section describes a reference architecture for the control plane that supports the requirements in Recommendation G.807, identifying its key functional components and how they interact.  This flexible reference architecture is intended to enable operators to support their internal business and managerial practices, as well as to bill for services they provide to their customers.  The control plane architecture should have the following characteristics:

· Support various transport infrastructures, such as the SONET/SDH transport network, as defined in Rec. G.803, and the Optical Transport Network (OTN), as defined in Rec. G.872.

· Be applicable regardless of the particular choice of control protocol (i.e., employ a protocol neutral approach that is independent of the particular connection control protocols used). 

· Be applicable regardless of how the control plane has been subdivided into domains and routing areas, and how the transport resources have been partitioned into subnetworks. 

· Be applicable regardless of the implementation of connection control that may range from a fully distributed to a centralized control architecture. 

This reference architecture describes the:

· functional components of the control plane, including abstract interfaces and primitives;

· interactions between call controller components;

· interactions among components during connection setup;

· functional component that transforms the abstract component interfaces into protocols on external interfaces. 

Special components are defined in G.8080/Y.1304 and are provided to allow for implementation flexibility. These components are Protocol Controllers and Port Controllers. The detail of the interfaces of these and other components are provided in other technology specific recommendations. 

Protocol Controllers are provided to take the primitive interface supplied by one or more architectural components, and multiplex those interfaces into a single instance of a protocol. This is described in Clause 7.4 and illustrated in Figure 23/G.8080/Y.1304. In this way, a Protocol Controller absorbs variations among various protocol choices, and the architecture remains invariant. One, or more, protocol controllers are responsible for managing the information flows across a reference point. 

Policy Ports are provided to apply rules to system interfaces. Their purpose is to provide a secure environment for the architectural components to execute in, thereby isolating the architectural components from security considerations. In particular, they isolate the architecture from distribution decisions made involving security issues. 

11
Connection availability enhancement techniques
This section describes the strategies that can be used to maintain the integrity of an existing call in the event of failures within the transport network.  

Recommendation G.805 describes transport network availability enhancement techniques.  The terms “Protection” (replacement of a failed resource with a pre-assigned standby) and “Restoration” (replacement of a failed resource by re-routing using spare capacity) are used to classify these techniques. In general, protection actions complete in the tens of millisecond range, while restoration actions normally complete in times ranging from hundreds of milliseconds to up to a few seconds. 

The ASON control plane provides a network operator with the ability to offer a user calls with a selectable class-of-service (CoS), (e.g., availability, duration of interruptions, Errored Seconds, etc).  Protection and restoration are mechanisms (used by the network) to support the CoS requested by the user.  The selection of the survivability mechanism (protection, restoration or none) for a particular connection that supports a call will be based on; the policy of the network operator, the topology of the network and the capability of the equipment deployed.  Different survivability mechanisms may be used on the connections that are concatenated to provide a call.  If a call transits the network of more than one operator then each network should be responsible for the survivability of the transit connections.  Connection requests at the UNI or E-NNI will contain only the requested CoS, not an explicit protection or restoration type. 

The protection or restoration of a connection may be invoked or temporarily disabled by a command from the management plane.  These commands may be used to allow scheduled maintenance activities to be performed.  They may also be used to override the automatic operations under some exceptional failure conditions.

The Protection or Restoration mechanism should:
· Be independent of, and support any, client type (e.g., IP, ATM, SDH, Ethernet).

· Provide scalability to accommodate a catastrophic failure in a server layer, such as a fiber cable cut, which impacts a large number client layer connections that need to be restored simultaneously and rapidly.

· Utilize a robust and efficient signaling mechanism, which remains functional even after a failure in the transport or signaling network.

· Not rely on functions which are non-time critical to initiate protection or restoration actions. Therefore consideration should be given to protection or restoration schemes that do not depend on fault localization.
The description of how protection and restoration capabilities are used by the transport, control and management planes of an ASON enabled network is for further study.

11. 1
Protection
Protection is a mechanism for enhancing availability of a connection through the use of additional, assigned capacity. Once capacity is assigned for protection purposes there is no rerouting and the SNPs allocated at intermediate points to support the protection capacity do not change as a result of a protection event. The control plane, specifically the connection control component, is responsible for the creation of a connection. This includes creating both a working connection and a protection connection, or providing connection specific configuration information for a protection scheme. For transport plane protection the configuration of protection is made under the direction of the management plane. For control plane protection the configuration of protection is under the direction of the control plane rather than the management plane.

Control plane protection occurs between the source connection controller and the destination connection controller of a control plane protection domain, where the source and destination are defined in relation to the connection. The operation of the protection mechanism is coordinated between the source and destination. In the event of a failure the protection does not involve rerouting or additional connection setup at intermediate connection controllers, only the source and destination connection controllers are involved. This represents the main difference between protection and restoration.
11.2
Restoration
The restoration of a call is the replacement of a failed connection by rerouting the call using spare capacity. In contrast to protection, some, or all, of the SNPs used to support the connection may be changed during a restoration event. Control plane restoration occurs in relation to rerouting domains. A rerouting domain is a group of call and connection controllers that share control of domain-based rerouting. The components at the edges of the rerouting domains coordinate domain-based rerouting operations for all calls/connections that traverse the rerouting domain. A rerouting domain must be entirely contained within a routing domain or area. A routing domain may fully contain several rerouting domains. The network resources associated with a rerouting domain must therefore be contained entirely within a routing area. Where a call/connection is rerouted inside a rerouting domain, the domain-based rerouting operation takes place between the edges of the rerouting domain and is entirely contained within it. 

The activation of a rerouting service is negotiated as part of the initial call establishment phase. For a single domain an intra-domain rerouting service is negotiated between the source (connection and call controllers) and destination (connection and call controller) components within the rerouting domain. Requests for an intra-domain rerouting service do not cross the domain boundary. 
Where multiple rerouting domains are involved the edge components of each rerouting domain negotiate the activation of the rerouting services across the rerouting domain for each call. Once the call has been established each of the rerouting domains in the path of the call have knowledge as to which rerouting services are activated for the call. As for the case of a single rerouting domain once the call has been established the rerouting services cannot be renegotiated. This negotiation also allows the components associated with both the calling and called parties to request a rerouting service. In this case the service is referred to as an inter-domain service because the requests are passed across rerouting domain boundaries. Although a rerouting service can be requested on an end-to-end basis the service is performed on a per rerouting domain basis (that is between the source and destination components within each rerouting domain traversed by the call).

During the negotiation of the rerouting services the edge components of a rerouting domain exchange their rerouting capabilities and the request for a rerouting service can only be supported if the service is available in both the source and destination at the edge of the rerouting domain.

A hard rerouting service offers a failure recovery mechanism for calls and is always in response to a failure event. When a link or a network element fails in a rerouting domain, the call is cleared to the edges of the rerouting domain. For a hard rerouting service that has been activated for that call the source blocks the call release and attempts to create an alternative connection segment to the destination at the edge of the rerouting domain. This alternative connection is the rerouting connection. The destination at the edge of the rerouting domain also blocks the release of the call and waits for the source at the edge of the rerouting domain to create the rerouting connection. In hard rerouting the original connection segment is released prior to the creation of an alternative connection segment. This is known as break-before-make. An example of hard rerouting is provided in Figure 29.2/G.8080/Y.1304. In this example the routing domain is associated with a single routing area and a single rerouting domain. The call is rerouted between the source and destination nodes and the components associated with them.

Soft rerouting service is a mechanism for the rerouting of a call for administrative purposes (e.g. path optimisation, network maintenance, and planned engineering works). When a rerouting operation is triggered (generally via a request from the management plane) and sent to the location of the rerouting components the rerouting components establish a rerouting connection to the location of the rendezvous components. Once the rerouting connection is created the rerouting components use the rerouting connection and delete the initial connection. This is known as make-before-break.

During a soft rerouting procedure a failure may occur on the initial connection. In this case the hard rerouting operation pre-empts the soft rerouting operation and the source and destination components within the rerouting domain proceed according to the hard rerouting process.

If revertive behaviour is required (i.e. the call must be restored to the original connections when the failure has been repaired) network call controllers must not release the original (failed) connections.  The network call controllers must continue monitoring the original connections, and when the failure is repaired the call is restored to the original connections.
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Figure 29.2/G.8080/Y.1304: Example of hard rerouting
12.
Resilience

Resilience refers to the ability of the control plane to continue operating under failure conditions. Operation of the control plane depends upon elements of the Data Communications Network (DCN), the transport plane, the management plane and the internal components of the control plane itself (refer to Figure 1/G.8080/Y.1304). Additional information is provided in Appendix II. 
12.1
Principles of control and transport plane interactions
The following principles are used for control and transport plane interactions when communications become available between the two planes.

1. The control plane relies on the transport plane for information about transport plane resources. 

2. Consistency between the control plane view and the corresponding transport network element is established first (vertical consistency)

3. Once local consistency is established, horizontal consistency is attempted.  Here, control plane components synchronize with their adjacent components.  This is used to re-establish a consistent view of routing, call, and connection state.

Another principle of control and transport plane interaction is that:

4. Existing connections in the transport plane are not altered if the control plane fails and/or recovers.  Control plane components are therefore dependent on SNC state.

For resiliency, the transport plane resource and SNC state information should be maintained in non-volatile store.  Further some information about the control plane use of the SNC should be stored.  This includes whether the SNC was created by Connection Management and how it was used.  For example, which end of the SNC is towards the head end of the whole connection.  At a given node, the control plane must ensure it has resource and SNC state information that is consistent with the resource and SNC state information maintained by the transport NE.  If not, the control components responsible for that node must:

· advertise zero bandwidth available to adjacent nodes to ensure there will be no network requests to route a new connection through that node

· not perform any connection changes (e.g., teardowns).

SNC state is the most important information to recover first because it is the basis of connections that provide service to end users.  This follows the principle above.  During recovery, the control plane reconstructs the call and connection state corresponding to existing connections.  For example, routing will need to disseminate correct SNP information after it is synchronized by the local control plane components (LRM).

The control plane re-establishment of information consistency with the transport NE should occur in the following sequence:

· the Link Resource Manager synchronizes with the transport NE state information

· the Connection Controller then synchronizes with the Link Resource Manager

· the Network Call Controller then synchronizes with the Connection Controller.

Following the re-establishment of local state consistency, the control plane must then ensure SNC state information consistency with adjacent nodes, as discussed in principle 3 above, prior to participating in control plane connection setup or teardown requests.
12.2
Principles of Protocol Controller Communication
When communication between protocol controllers is disrupted existing calls and their connections are not altered.  The management plane may be notified if the failure persists and requires operator intervention (for example, to release a call).

A failure of the DCN may affect one or more Protocol Controller to Protocol Controller communication sessions.  The Protocol Controller associated with each signalling channel must detect and alarm a signalling channel failure. 

When a Protocol Controller to Protocol Controller communication session recovers, state re-synchronization between the Protocol Controllers should be performed.

Failure of a Protocol Controller is handled similar to a failure of a Protocol Controller to Protocol Controller session.
12.3
Control and Management Plane Interactions
Should management plane functions become unavailable, various control functions may be impaired.  When management plane functions become available, the control plane components may need to report to the management plane actions that they took while the management plane was unavailable (e.g., call records).

Appendix III
Resilience refers to the ability of the control plane to continue operating under failure conditions. Operation of the control plane depends upon elements of the Data Communications Network (DCN), the transport plane, the management plane and the internal components of the control plane itself (refer to Figure 1/G.8080/Y.1304).  The following clauses identify the control plane dependencies on those areas. The desired degree of control plane resiliency can then be engineered by providing appropriate redundancy for the dependent functions.
III.1 Control Plane – DCN Relationships
The control plane relies on the DCN for the transfer of signalling messages over some or all of the following interfaces (refer to Figure III.1/G.8080/Y.1304): UNI, NNI, NMI. The impact of a signalling channel failure on the operation of the control plane will be examined for each of the Protocol Controllers associated with each interface.
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Figure III.1: G.8080/Y.1304 Control Plane Components (an interpretation)
III.1.1 UNI
There are potentially two separate Protocol Controllers handling the signalling sessions over the UNI: one for the Calling Party Call Controller link and one for the Called Party Call Controller link.
III.1.1.1 Failure Case
A failure of the signalling session supporting the UNI for the Calling Party Call Controller link will result in the loss of the Call Request / Call Teardown control flows.

A failure of the signalling session supporting the UNI for the Called Party Call Controller link will result in the loss of the Call Request / Call Indication control flows.

A failure of either of the UNI-related signalling session impacts the Network Call Controller function.

In all cases above, existing calls and their connections are not altered.  The management plane may be notified if the failure persists and requires operator intervention (for example, to release a call).
III.1.1.2 Recovery Case
When the signalling channel recovers, state re-synchronization between the client call controllers and the network call controller, and the connection controllers over the UNI, should be performed.
III.1.2 NNI
There are potentially four separate Protocol Controllers handling the signalling sessions over the NNI: one for the Network Call Controller link, one for the Connection Controller link, one for the Routing Controller link and one for the Link Resource Manager link.

III.1.2.1 Failure Case
A failure of the signalling session supporting the NNI for the Network Call Controller link will result in the loss of the Network Call Controller Coordination control flows. Call setup or teardown will not be possible, but there is no impact on connection setup or teardown.

A failure of the signalling session supporting the NNI for the Connection Controller link will result in the loss of the Connection Controller Coordination and Connection Request / Call Teardown control flows. Connection setup or teardown will not be possible.  Further, if Call Control is piggybacked on Connection Control, no call setup or teardown will be possible either.

A failure of the signalling session supporting the NNI for the Routing Controller link will result in the loss of the Network / Local Topology control flows.

A failure of the signalling session supporting the NNI for the Link Resource Manager link will result in the loss of the SNP Negotiation / Release control flows.

A failure of the Link Resource Manager signalling session impacts the Routing Controller function and the Connection Controller function. A failure of the Routing Controller signalling session impacts the Connection Controller function. A failure of the Connection Controller signalling session impacts the Network Call Controller function. 

In all cases above, existing calls and their connections are not altered.  The management plane may be notified if the failure persists and requires operator intervention (for example, to release a call).

Note that a failure of the DCN may affect one or more or all of the above signalling session simultaneously. The Protocol Controller associated with each signalling channel must detect and alarm a signalling channel failure. 
III.1.2.2 Recovery Case
Upon restoral of a previously failed signalling channel, the corresponding Protocol Controller must ensure all messaging resumes in sequence.  Components are responsible for re-establishing state information after Protocol Controller recovery.
III.2 Control Plane – Transport Plane Relationships
This clause considers only those transport plane failures that affect the ability of the control plane to perform its functions, for example when an LRM cannot be informed.  Transport plane failures, such as port failures, are not in this scope as it is expected that the control plane is informed of this situation.  Information consistency between the two planes is treated in clause 12.1.
III.2.1 Transport Plane Information – Query
The control plane will query the transport plane under the following scenarios:

when a Connection Controller signalling session activates, or re-activates (for example, following the recovery of a data link or transport NE)

control plane queries about the transport resources

as part of transport resource information synchronization (for example, when the control plane recovers following a failure)
III.2.3 Transport Plane Information – Event Driven
The transport plane will inform the control plane on an event basis under the following scenarios:

failure of a transport resource

addition / removal of a transport resource
III.2.3.1 Transport Plane Protection 
Transport plane protection actions, which are successful, are largely transparent to the control plane. The transport plane is only required to notify the control plane of changes in availability of transport resources.

Transport plane protection attempts, which are unsuccessful, appear to the control plane as connection failures and, may trigger control plane restoration actions, if such functionality is provided. Given that the control plane supports restoration functionality, the following relationships exist.

The Routing Controller must be informed of the failure of a transport plane link or node and update the network/local topology database accordingly. The Routing Controller may inform the local Connection Controller of the faults.
III.2.4 Transport Plane Dependency On Control Plane
If the control plane fails, new connection requests that require the use of the failed control plane components, cannot be processed. Note however, that the management plane could be used as a fallback to respond to new connection requests.  Established connections must not be affected by a control plane failure.
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